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Abstract—Counter-example guided abstraction refinement (CEGAR) is widely used in software model checking. With an abstract
model, the state space is largely reduced, however, a counterexample found in such a model that does not satisfy the desired
property may not exist in the concrete model. Therefore, how to check whether a reported counterexample is spurious is a key
problem in the abstraction-refinement loop. Next, in the case that a spurious counterexample is found, the abstract model needs to
be further refined where an NP-hard state separation problem is often involved. Thus, how to refine the abstract model efficiently has
attracted a great attention in the past years. In this paper, by re-analyzing spurious counterexamples, a new formal definition of
spurious paths is given. Based on it, efficient algorithms for detecting spurious counterexamples are presented. By the new algorithms,
when dealing with infinite counterexamples, the finite prefix to be analyzed will be polynomially shorter than the one dealt with by the
existing algorithms. Moreover, in practical terms, the new algorithms can naturally be parallelized that enables multi-core processors
contributes more in spurious counterexample checking. In addition, a novel refining approach by adding extra Boolean variables to the
abstract model is presented. With this approach, not only the NP-hard state separation problem can be avoided, but also a smaller
refined abstract model can be obtained. Experimental results show that the new algorithms perform well in practice.
Index Terms—Model checking, formal verification, abstraction, refinement, CEGAR
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1

INTRODUCTION

M

ODEL checking is an important approach to improving
the reliability of hardware, software, multi-agent systems, communication protocols, embedded systems and so
forth. The term model checking was coined by Clarke and
Emerson [6], as well as Queille and Sifakis [16], independently. The earlier model checking algorithms explicitly
enumerated the reachable states of a system in order to
check the correctness of the system. This restricted the
capacity of model checkers to systems with a few million
states. Since the number of states can grow exponentially
with the number of variables, earlier implementations are
only able to handle small designs and cannot scale to examples with industrial complexity. To combat this, abstract [8],
[9], [10], partial order [3], [4], symbolic [5], and bounded [7]
model checking approaches are proposed. Thanks to these
efforts, model checking has been one of the most successful
verification approaches which have been widely adopted
by industry.
Abstraction is certainly one of the most important techniques for reducing state space in software model checking. In
several software model checkers, SLAM [20], [21], BLAST
[22], [29], and CPAChecker [26], [27] for instance, counterexample guided abstraction refinement (CEGAR) [8], [9],
[10] based abstract model checking has been well implemented. Abstraction (existential) technique preserves all the
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behaviors of a concrete system but may introduce behaviors
that are not present originally. Thus, if a property (i.e., a temporal logic formula) is valid on the abstract model, it will
certainly be valid on the concrete model. However, if a property is invalid on the abstract model, it may still be valid on
the concrete model, and none of the behaviors that violate
the property in the abstract model can be reproduced in
the concrete model. In this case, the counterexample is said
to be spurious. Thus, when a spurious counterexample is
found, the abstraction should be refined in order to eliminate
the spurious behaviors. This process is repeated (called
abstraction-refinement loop) until either a real counterexample is found or the property is valid on the abstract model.
There are many techniques for generating the initial
abstraction and refining the abstract models. We follow
CEGAR method proposed by Clarke et al. [9] where abstraction is performed by selecting a set of variables which are
insensitive to the desired property to be invisible. In each
iteration of the abstraction-refinement loop, a model checker
is employed to check whether the property is valid on the
abstract model. If a counterexample is reported, it is simulated with the concrete model by a SAT solver or checked
by other algorithms. Then, if the counterexample is spurious, a set of invisible variables are made visible to refine the
abstract model.
In the abstraction-refinement loop, how to check whether
a reported counterexample is spurious is a key problem. In
[8], ALGORITHM SPLITPATH is presented for checking whether
a counterexample is spurious, and a SAT solver is employed
to implement it [9]. In SPLITPATH, whether a counterexample
is spurious can be checked by detecting failure states in the
counterexample. If a failure state is found, the counterexample is spurious, otherwise, the counterexample is a real one.
However, whether a state, say s^i , is a failure state relies on
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the whole prefix of the counterexample hs^0 ; s^1 ; . . . ; s^i i.
Therefore, to check a counterexample P ¼ hs^0 , s^1 ; . . . ; s^n i,
each state in P should be checked sequentially. Moreover,
to check a counterexample with infinite length, a number of
unwindings of the loop in the infinite path are required [10].
Next, in the case that a spurious counterexample is found,
the abstract model is required to be refined for eliminating
the spurious counterexample. To find the coarsest (smallest)
refined model by selecting some of the invisible variables to
be visible again is an NP-hard problem [8]. Instead of it, to
keep the refined abstract state space smaller, it is important
to find a smaller set of variables to be visible again. However,
to find the smallest set of variables is also an NP-hard problem [25]. Thus, how to refine the abstract model efficiently
has attracted a great attention in the past years.
In this paper, based on the definition of false states, which
can be intuitively understood as the states that enable a
path to be spurious, spurious paths are re-analyzed, and a
new approach for checking spurious counterexamples is
proposed. With this approach, whether a counterexample is
spurious depends on the existence of false states in the counterexample. There are several merits of the new approach.
First, instead of the prefix, to check whether a state s^i is false
is only up to s^i ’s previous and next states in the counterexample. Based on this, for an infinite counterexample,
unwindings of the loop can be avoided. Second, the algorithm can easily be improved by detecting the heaviest false
state such that a number of model checking iterations can be
saved in the whole abstract-refinement loop. Third, the
algorithm can naturally be parallelled. This will largely
improve the efficiency for checking spurious counterexamples with thousands of millions of states in big examples
with industrial scale. Finally, the algorithms analyze each
state in the counterexample gradually by considering its
previous and next states. Thus, some false states that are hidden shallower will be detected easier. This is useful in practice since in the whole abstract-refinement loop, one false
state is enough for the refinement of the counterexample.
Subsequently, when a false state is detected, instead of selecting some invisible variables to be visible, extra variables are
added to the abstract model for the refinement. With this
method, the NP-hard state separation problem can be
avoided, and a smaller refined abstract model can also be
obtained. We have developed a prototype tool to evaluate
the proposed algorithms. The tool is implemented on randomly generated models in different scales. Experimental
results show that the new algorithms perform well along
with the growth of system scale. We also implement the
proposed approach within software model checker CPAChecker [26], [27] for verifying C programs and present
experimental results on benchmark verification tasks of
software verification (http://sv-comp.sosy-lab.org/2014/
benchmarks.php). Preliminary experiments show that the
improved CPAChecker performs better than the original
one in practice.
The rest part of the paper is organized as follows. Related
work is discussed in the next section. Section 3 briefly
presents counter-example guided abstraction refinement
approach. In Section 4, why spurious counterexamples can
occur is analyzed intuitively and ALGORITHM SPLITPATH is
explained briefly. In Section 5, a new formal definition of
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spurious counterexample is given with respect to the definition of false states. Further, in Section 6, algorithms for checking whether a counterexample in an abstract model is
spurious are presented, and how the abstract model is
refined respecting to the detected false state is presented in
Section 7. The improved abstraction-refinement loop is illustrated in Section 8 with experimental results. In Section 9,
we implement the newly proposed approach within CPAChecker and present the experimental results. Finally, conclusions are drawn in Section 10.

2

RELATED WORK

We focus on the CEGAR framework which was first proposed by Kurshan [15]. Based on the basic CEGAR, some
variations have been given [1], [9], [11], [12], [13], [18] in the
past years. Most of them use a model checker and try to get
rid of spurious counterexamples to achieve a concrete counterexample or a proof of the desired property. Recently,
CEGAR has also been improved for the purpose of abstract
model checking of shared-variable concurrent programs
[23], [24].
The closest works to ours are those where the abstract
models are obtained by making some of the variables invisible. To the best of our knowledge, this abstraction method
was first proposed by Clarke et al. [9]. With their approach,
abstraction is performed by selecting a set of variables (or
latches in circuits) to be invisible. In each iteration of the
abstraction-refinement loop, a standard ordered binary
decision diagram (OBDD)-based symbolic model checker is
used to check whether the desired property described by a
formula in temporal logic is valid on the abstract model. If a
counterexample is reported by the model checker, it is simulated with the concrete system by a SAT solver. It tells us
that the property is invalid on the abstract model if the
counterexample is a real one, otherwise, the counterexample is a spurious one and a failure state is found which is the
last state in the longest prefix of the counterexample that is
still satisfiable. Subsequently, the failure state is used to
refine the abstraction by making some invisible variables
visible. In the method given by Clarke et al., ALGORITHM
SPLITPATH is used to check whether a counterexample is spurious, and a SAT solver is employed to implement it [9].
SPLITPATH is carried out by detecting failure states in the
counterexample. If a failure state is found, the counterexample is spurious, otherwise, the counterexample is a real one.
With this method, to check a counterexample with infinite
length, a number of unwindings of the loop in the infinite
path are required [10].
Subsequently, the failure state is used to refine the abstraction by making some invisible variables visible again. With
this method, to find the smallest refined model is NP-hard
[8]. To combat this, both optimal exponential and approximate polynomial algorithms are given. The first one is done
by using an ILP solver which is known to be NP-complete;
and the second one is based on machine learning
approaches. Some heuristics algorithms for refinement variable selection are presented in [14]. With these approaches,
effective greedy heuristic algorithms on the state separation
problem are studied. Further, in [14], probabilistic learning
approach utilizing the sample learning technique, evolutionary algorithm and effective heuristics are proposed.
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Lazy abstraction [13] is utilized in software model
checkers such as BLAST [22] and CPAChecker [26], [27]
to short-circuit the abstraction-refinement loop by avoiding the repetition of work from one iteration of the loop
to the next. In the refinement phrase, “pivot state”, the
state which makes the counterexample to be spurious,
suggests which predicates (in the original system) should
be used to refine the abstract model. Instead of building
an entire new abstract model, the current abstract model
“from the pivot state on” is refined. That is only part of
the abstract model is refined. Thus, the essence in lazy
abstraction is the on-the-fly construction of the abstract
model. At different nodes, different predicates may be
considered. To make the model more precise, more predicates in the original system are considered.

3

COUNTER-EXAMPLE GUIDED
ABSTRACTION REFINEMENT

To be general, we use Kripke structure [2] to model a system. Let V ¼ fv1 ; . . . ; vn g ranging over a finite domain
D [ f?g be the set of variables involved in a system. For
any vi 2 V , 1  i  n, a set of valuations of vi is defined by
Svi ¼ fvi ¼ d j d 2 D [ f?gg where vi ¼ ? means vi is undefined. Further, the set S of all the possible states of the system is defined by S ¼ Sv1      Svn where vi 2 V . Let AP
be a set of propositions. A Kripke structure over AP is a
quadruple K ¼ ðS; I; R; LÞ, where S  S is a set of states
(i.e., a state in S is a valuation of variables in V ), I  S is the
set of initial states, R  S  S is the transition relation, and
L : S ! 2AP is the labeling function. For convenience, sðvÞ is
employed to denote the value of v at state s. A path in a
Kripke structure is a sequence of states, P ¼ hs1 ; s2 ; . . .i,
where s1 2 S0 and ðsi ; siþ1 Þ 2 R for any i  1. For convenience, we use RðsÞ to denote the set of direct successors of
a state s 2 S, RðS 0 Þ the set of direct successors of all states in
S 0 . More generally, Ri ðsÞ means the set of states reachable
from s after i times of transitions, and Ri ðS 0 Þ the set of states
reachable from any states in S 0 after i times of transitions.
There are several techniques for obtaining the abstract
models [13], [15], [17]. We follow the CEGAR method proposed by Clarke et al. where abstraction is performed by
selecting a set of variables which are insensitive to the
desired property to be invisible [9]. Following the idea given
in [9], we separate V into two disjoint parts VV and VI , i.e.,
V ¼ VV [ VI . Here VV stands for the set of visible variables
while VI denotes the set of invisible variables. Invisible variables are those we do not care about and will be ignored
when building the abstract model. In an original model
K ¼ ðS; S0 ; R; LÞ, all variables are visible (VV ¼ V , VI ¼ ;).
^ S^0 ; R;
^ ¼ ðS;
^ LÞ,
^ some variaTo obtain an abstract model K
bles, e.g., VX  V , are selected to be invisible (VV ¼ V n VX ,
VI ¼ VX ). Thus, the set of all possible states in the abstract
^ ¼ Sv      Sv , where k ¼ jVV j, and for
model will be: S
1
k
^ s^
each 1  i  k, vi 2 VV . For a state s 2 S and a state s^ 2 S,
is called the mapping of s in the abstract model by selecting
VV as the set of visible variables iff sðvÞ ¼ s^ðvÞ for all v 2 VV .
Formally, s^ ¼ hðs; VV Þ is used to denote that s^ is the mapping of s in the abstract model by selecting VV as the set of
visible variables. Inversely, s is called the origin of s^, and
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Fig. 1. Abstraction function.

the set of origins of s^ is denoted by h ð^
s; VV Þ. Formally,
s; VV Þ ¼ fs j hðs; VV Þ ¼ s^g.
h ð^
Therefore, given an original model K ¼ ðS; S0 ; R; LÞ and
^¼
a selected set of visible variables VV , an abstract model K
^
^
^
^
ðS; S0 ; R; LÞ can be obtained by Algorithm ABSTRACT as
shown below.

Algorithm 1. ABSTRACTðK; VV Þ
Input: an original model K ¼ ðS; S0 ; R; LÞ and a set of selected
visible variables VV
^ S^0 ,R,
^ S,
^ LÞ
^
Output: an abstract model K¼ð
^
1: S^ ¼ f^
s 2 Sjthere
exists s 2 S such that hðs; VV Þ ¼ s^g;
2: S^0 ¼ f^
s 2 S^ j there exists s 2 S0 such that hðs; VV Þ ¼ s^g;
^ and there exist s1 ; s2 2 S such that
^
3: R ¼ fðs^1 ; s^2 Þ j s^1 ; s^2 2 S,
hðs1 ; VV ÞS¼ s^1 ; hðs2 ; VV Þ ¼ s^2 and ðs1 ; s2 Þ 2 Rg;
^ sÞ ¼
4: Lð^
s2S;hðs;VV Þ¼^
s LðsÞ;
^ S^0 ; R;
^ ¼ ðS;
^ LÞ;
^
5: return K

Example 1. As illustrated in Fig. 1, the concrete model is a
Kripke structure with four states. Initially, the system
has four variables v1 , v2 , v3 and v4 . Suppose that v3 and v4
are selected to be invisible. By ALGORITHM ABSTRACT, an
abstract model with two states is obtained. In the abstract
model, s^1 is the mapping of s1 and s2 , while s^2 is the
^ since ðs2 ; s3 Þ 2 R, and
mapping of s3 and s4 . ðs^1 ; s^2 Þ 2 R
^
ðs^1 ; s^1 Þ, ðs^2 ; s^2 Þ 2 R because of ðs1 ; s2 Þ and ðs3 ; s4 Þ 2 R.
After the abstract model is obtained, a model checker is
utilized to check whether the desired property is valid on
the abstract model. If the property is valid, the property is
also valid on the (original) system. Nevertheless, if the property is invalid on the abstract model, it may still be valid on
the concrete model, and none of the behaviors that violate
the property in the abstract model can be reproduced in
the concrete model. In this case, the counterexample is
spurious. Thus, when a spurious counterexample is found,
the abstraction should be refined in order to eliminate the
spurious behaviors. This process is repeated (abstractionrefinement loop) until either a real counterexample is found
or the property is valid on the abstract model.
The abstraction-refinement loop is depicted in Fig. 2. Initially, the abstract model M 0 is obtained by the abstract algorithm. Next, a model checker is employed to check whether
the desired property is valid on the abstract model. If no
errors are found, the model is correct. Otherwise, a counterexample is reported and rechecked by a spurious checker
which is used to check whether a counterexample is
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Fig. 4. Algorithm SPLITPATH.
Fig. 2. Abstraction refinement loop.

spurious. If the counterexample is not spurious, it will be a
real counterexample that violates the system property;
otherwise, the counterexample is spurious, and a refining
tool is used to refine the abstract model [9], [12], [14], [18].
Subsequently, the refined abstract model is checked by the
model checker again until either a real counterexample is
found or the model is checked to be correct. In this paper,
we concentrate on how to check whether a counterexample
is spurious and how to refine an abstract model (the gray
parts in Fig. 2).

4

SPURIOUS PATHS

We first show why spurious paths can occur intuitively
by an example. Then we briefly present the basic idea of
ALGORITHM SPLITPATH which is used in [10] for checking
whether a counterexample is spurious. Finally, we illustrate
the essence of spurious paths.

4.1 Why Spurious Paths?
Abstraction technique preserves all the behaviors of the
concrete system but may introduce behaviors that are not
present originally. Therefore, when checking the abstract
model using a model checker, some reported counterexamples might not be real counterexamples that violate the
desired property. This problem can intuitively be illustrated
by the traffic lights controller example presented in [8].
Example 2. For the traffic light controller system in the l.h.s
of Fig. 3 involving variables color and state, by making
variable color invisible, an abstract model can be obtained
as shown in the r.h.s of Fig. 3. We want to prove
u ðstate ¼ stopÞ (any time, the state of the light will be
t
stop sometimes in the future). By implementing a model
checker on the abstract model, a counterexample, hs^1 ; s^2 ;
s^2 ; s^2 ; . . .i will be reported. However, in the concrete
model, such a behavior cannot be found. So, this is not a
real counterexample.

4.2 Exposition of Algorithm SPLITPATH
In [8], ALGORITHM SPLITPATH is presented for checking
whether a finite counterexample is spurious. We present it
formally below.
Let P ¼ hs^0 ; s^1 ; . . . ; s^n i be a finite counterexample in an
abstract model. The basic idea of ALGORITHM SPLITPATH is to
compute the set of reachable states Mi in each h ðs^i ; VV Þ
(0  i  n) from I, the set of initial states, under the following two conditions:
for each i (1  i  n), any state s 2 Mi is reachable
from each Mk (0  k  i  1); and
2) for each i (1  i  n), any state s 2 Mi , and ðs0 ; sÞ 2
R, it has either s0 2 Mi or s0 2 Mi1 .
Formally, M0k , k  0, can be computed by:

1)

¼ I \ h ðs^0 ; VV Þ
¼ RðM00 Þ \ h ðs^0 ; VV Þ
¼ RðM01 Þ \ h ðs^0 ; VV Þ

M0k ¼ RðM0k1 Þ \ h ðs0 ;^VV Þ:
S1
k
Then, we have M0 ¼
k¼0 M0 . Similarly, for each 1  i  n,
k
Mi (k  0) can be computed by:
M00
M01
M02

¼ RðMi1 Þ \ h ðs^i ; VV Þ
¼ RðMi0 Þ \ h ðs^i ; VV Þ
¼ RðMi1 Þ \ h ðs^i ; VV Þ

Mik ¼ RðMik1 Þ \ h ðs^i ; VV Þ:
S1
k
Accordingly, Mi ¼
k¼0 Mi .
Note that there must exist a natural number m, such that
S mþ1 k
Sm
k

k¼0 Mi ¼
k¼0 Mi since h ðs^i ; VV Þ is finite. Intuitively,
each state in Mi is reachable from I, M0 ; . . . ; Mi1 , and cannot pass through any state outside of M0 ; . . . ; Mi1 , and Mi .
^ is called a failure
For some state s^k , k  1, if Mk ¼ ;, sk1
state. To check whether a finite counterexample is spurious,
M0 , M1 , M2 , . . . are computed in turn until the first state s^k
where Mk ¼ ; is found, or the last state in the counterexample is reached. The following example illustrates how
ALGORITHM SPLITPATH works.
Mi0
Mi1
Mi2

Example 3. Fig. 4 depicts a Kripke structure and a counterexample, hs^0 ; s^1 ; s^2 ; s^3 ; s^4 i, in the abstract model.
In this counterexample, I ¼ f0g.
M00 ¼ I \ h ðs^0 ; VV Þ ¼ f0g
M01 ¼ RðM00 Þ \ h ðs^0 ; VV Þ ¼ f1; 2g
M02 ¼ RðM01 Þ \ h ðs^0 ; VV Þ ¼ f3g
M03 ¼ RðM02 Þ \ h ðs^0 ; VV Þ ¼ ;:
Thus, M0 ¼ M00 [ M01 [ M02 [ M03 ¼ f0; 1; 2; 3g.

Fig. 3. Traffic light controller.

M10
M11
M12

¼
¼
¼

RðM0 Þ \ h ðs^1 ; VV Þ ¼ f6g
RðM10 Þ \ h ðs^1 ; VV Þ ¼ f8g
RðM11 Þ \ h ðs^1 ; VV Þ ¼ ;:
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Fig. 6. Unwiding of a loop.

Fig. 5. An infinite path.

It has M1 ¼ M10 [ M11 [ M12 ¼ f6; 8g. Further,
M20
M21
M22

¼
¼
¼

RðM1 Þ \ h ðs^2 ; VV Þ ¼ f11g
RðM20 Þ \ h ðs^2 ; VV Þ ¼ f10; 12g
RðM21 Þ \ h ðs^2 ; VV Þ ¼ ;:

So, M2 ¼ M20 [ M21 [ M22 ¼ f10; 11; 12g.
M30
M31
M32

¼
¼
¼

RðM2 Þ \ h ðs^3 ; VV Þ ¼ f20; 21g
RðM30 Þ \ h ðs^3 ; VV Þ ¼ f23g
RðM31 Þ \ h ðs^3 ; VV Þ ¼ ;:

Hence, M3 ¼ M30 [ M31 [ M32 ¼ f20; 21; 23g.
M40

¼

RðM3 Þ \ h ðs^4 ; VV Þ ¼ ;:

So, M4 ¼ M40 ¼ ;. Therefore, M4 is an empty set and s^3 is
a failure state. In Fig. 4, M0 , M1 , M2 , M3 , and M4 are the
set of black nodes in s^0 , s^1 , s^2 , s^3 , and s^4 , respectively.
The failure state is depicted in a fat circle.

4.3 Review of Algorithm SPLITLOOP
For infinite counterexamples, it is more complicated to be
dealt with since the last state in the counterexample can
never be reached. As a result, a number of unwindings of
the loop in the counterexample are needed [8] until the
unwinding becomes periodic. That is, to check whether an
infinite counterexample is spurious, it is first presented as a
finite one by unwinding the loop part for a number of times.
Then SPLITPATH can be used again to check whether this infinite counterexample is spurious.
As an example, the upper side in Fig. 5 illustrates
an infinite path hs^1 ; ðs^2 ; s^3 Þv i in some abstract model
and the lower side presents details of the path in the
concrete model.
To check whether hs^1 ; ðs^2 ; s^3 Þv i is a spurious path, we
need to unwind the loop suffix ðs^2 ; s^3 Þv as shown in
Fig. 6 for several times until the unwinding becomes
periodic (in Fig. 6, s^3 2 is identical to s^3 0 ). Then, SPLITPATH
algorithm can be used to check whether the finite prefix
is spurious.
Let P be an infinite path and Pperiod unwind be the periodic
unwinding of P. Pperiod unwind is spurious if, and only if, P is
spurious [8], [10]. Further, it is observed that an abstract
loop may correspond to several different loops with

different size1 in the concrete model and each of the loops
may start at different stages of the unwinding. For instance,
each of the two fat dashed arrows in Fig. 6 depicts a concrete loop, respectively. The unwinding eventually becomes
periodic and size of the period is the least common multiple
of the size of the individual loops, and thus, in general exponential. Therefore, a naive algorithm may have exponential
time complexity.
We use min to denote the minimum size of all abstract
states in the loop, i.e., min ¼ minfjh ðs^i ; VV Þj j si in the
loopg. Let Pmin unwind be the finite path by unwinding the
loop of P for min þ 1 times. In [8], [10], it has proved that
Pmin unwind is spurious if, and only if, P is spurious. Thus,
for infinite paths, the finite prefix is enough for checking
whether the path is spurious, and the length of the prefix is
polynomial larger than the number of different states occurring in the infinite path.
Accordingly, for a finite counterexample, ALGORITHM
SPLITPATH is linear in the size2 of the counterexample. Nevertheless, for an infinite counterexample, ALGORITHM
SPLITLOOP is polynomial in the size3 of the counterexample
since an infinite counterexample is reduced to a finite one
by unwinding the loop for several times. Moreover, in the
verification of systems with industrial scale, it is possible
that a counterexample contains thousands of millions of
states. So how to make ALGORITHM SPLITPATH and SPLITLOOP
more practical is significant in abstract model checking.

4.4 Essence of Spurious Paths
In ALGORITHM SPLITPATH and SPLITLOOP, the only failure state
(if it exists) is always found out. Factually, failure state is not
the only reason resulting in a spurious path. For instance,
the path illustrated in Fig. 7 is spurious and state s^1 could
be detected as the failure state via ALGORITHM SPLITPATH.
Nevertheless, if we find out that s^2 or s^3 is internally unconnective, we can also say that the path is spurious. Therefore, ALGORITHM SPLITPATH just detects the first met state
(failure state) which makes the path spurious. To find out all
the states (called false states later) leading to a spurious
path, it is required to utilize ALGORITHM SPLITPATH repeatedly on the rest part of the path whenever a false state is
detected until the last state in the path is reached. Obviously, a failure state is also a false state but a false state may
not be a failure state as illustrated in Fig. 7.
1. The number of states appearing in the loop.
2. The size of a finite counterexample can be measured by the length
of the counterexample as well as the number of states in the original
model that are involved in the counterexample.
3. The size of an infinite counterexample is measured by the number
of individual states in the counterexample as well as the number of
states in the original model that are involved in the counterexample.
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Fig. 7. A spurious path.

5

YET ANOTHER DEFINITION OF
SPURIOUS COUNTEREXAMPLES

A spurious path is one in the abstract model which does not
exist in the concrete model [9], [14]. In ALGORITHM SPLITPATH
and SPLITLOOP, it can be determined by checking whether
there exists one failure state in the path. As analyzed in the
previous section, a failure state is not the only reason that
makes the path spurious, since each false state can also lead
to a spurious path. Thus, a spurious counterexample can
also be detected by checking whether there exists a false state
in the path.
Now we formally define false states. For convenience,
In0s^i , In1s^i , . . ., and Inns^i , 0 < i  n, are defined first:

Fig. 9. A spurious path where In^2 \ Out^2 ¼ ;.

In0s^0
In1s^0
Inns^0

¼ fs j s 2 ðh ðs^0 ; VV Þ \ IÞg
¼ fs j s 2 h ðs^0 ; VV Þ; s0 2 In0s^0 and ðs0 ; sÞ 2 Rg

0
¼ fs j s 2 h ðs^0 ; VV Þ; s0 2 Inn1
s^0 and ðs ; sÞ 2 Rg:

Here, h ðs^i ; VV Þ in In0s^i is replaced by the set of initial states
I in the original model.
Symmetrically, Out0s^i , Out1s^i , . . ., and Outns^i , 0  i < n, are
also defined.
^ ; VV Þ and ðs; s0 Þ 2 Rg
Out0s^i ¼ fs j s 2 h ðs^i ; VV Þ; s0 2 h ðsiþ1

Out1s^i ¼ fs j s 2 h ðs^i ; VV Þ; s0 2 Out0s^i and ðs; s0 Þ 2 Rg


^ ; VV Þ and ðs0 ; sÞ 2 Rg
¼ fs j s 2 h ðs^i ; VV Þ; s0 2 h ðsi1
n
and ðs; s0 Þ 2 Rg:
Outs^i ¼ fs j s 2 h ðs^i ; VV Þ; s0 2 Outn1
s^i
¼ fs j s 2 h ðs^i ; VV Þ; s0 2 In0s^i and ðs0 ; sÞ 2 Rg
S1
i
0

Thus, Outs^i ¼
i¼0 Outs^i . Here Outs^i denotes the set of
n

0
n1
0
Ins^i ¼ fs j s 2 h ðs^i ; VV Þ; s 2 Ins^i and ðs ; sÞ 2 Rg:

states in h ðs^i ; VV Þ with outputting edges to the states in
^ ; VV Þ, and Out1s^i stands for the set of states in h ðs^i ;
h ðsiþ1
S1
VV Þ with outputting edges to the states in Out0s^i , and Out2s^i
i
0
Then we have Ins^i ¼
i¼0 Ins^i . Here Ins^i denotes the set of

states in h ðs^i ; VV Þ with inputting edges from the states in means the set of states in h ðs^i ; VV Þ with outputting edges to
1
^ ; VV Þ, and In1s^i stands for the set of states in h ðs^i ; VV Þ the states in Outs^i , and so on. Thus, Outs^i denotes the set of
h ðsi1


^ ; VV Þ is
with inputting edges from the states in In0s^i , and In2s^i means states in h ðs^i ; VV Þ from which some state in h ðsiþ1
reachable
as
depicted
in
the
higher
irregular
shape
in Fig. 8.
the set of states in h ðs^i ; VV Þ with inputting edges from the
,
there
must
exist
a
natural
number
n,
such
that
Similar
to
In
^
s
i
states in In1s^i , and so on. Thus, Ins^i denotes the set of states
S nþ1
Sn
i
i
Out
¼
Out
.
It
is
also
pointed
out
that
for
the
i¼0
i¼0
s^i
s^i
in h ðs^i ; VV Þ that are reachable from some state in
h ðs ^ ; V Þ as illustrated in the lower irregular shape in last state s^n in a finite counterexample,
In0s^i
In1s^i

i1

V

Fig. 8. Note that there must exist a natural number n, such
S nþ1 i
Sn
i

that
i¼0 Ins^i ¼
i¼0 Ins^i since h ðs^i ; VV Þ is finite.
Note that In0s^0 is defined specifically since s^0 has no previous states:

Out0s^n
Out1s^n
Outns^n

¼ fs j s 2 h ðs^n ; VV Þ \ F g
¼ fs j s 2 h ðs^n ; VV Þ; s0 2 Out0s^n ; and ðs; s0 Þ 2 Rg

0
¼ fs j s 2 h ðs^n ; VV Þ; s0 2 Outn1
s^n ; and ðs; s Þ 2 Rg

where F is the set of states without any successors in the
original model.
Based on the definitions of Ins^i and Outs^i , if Ins^i \
^ cannot reach
Outs^i ¼ ;, P is obviously spurious since si1
^ through s^i .
siþ1
Example 4. Fig. 9 shows a spurious counterexample where
In^2 ¼ f9g, Out^2 ¼ f7g, and In^2 \ Out^2 ¼ ;. Obviously,
h^
0; ^
1; ^
2; ^
3i is a spurious counterexample that does not
exist in the original model.

Fig. 8. Ins^i and Outs^i .

However, for each state s^i in a counterexample P where
Ins^i \ Outs^i 6¼ ;, P may still be spurious. For instance,
Fig. 10 shows a part (three states s^0 , s^1 , and s^2 ) of a (finite or
infinite) counterexample where for each i ¼ 0, 1, or 2, it has
Ins^i \ Outs^i ¼ ; (Ins^0 \ Outs^0 ¼ fs1 ; s2 g, Ins^1 \ Outs^1 ¼ fs5 g,
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Fig. 12. A spurious path.

and Ins^2 \ Outs^2 ¼ fs6 g). Nevertheless, this counterexample
is obviously a spurious one because white states are not
reachable from the black ones.
Let Ei ¼ Ins^i \ Outs^i for each i, 0  i  n. As illustrated in
Fig. 11, given a counterexample P with Ins^i \ Outs^i ¼ Ei 6¼ ;
for each state s^i in P, to check whether P is spurious, we
need to further check hE0 ; E1 ; . . . ; En i again similar to
hs^0 ; s^1 ; . . . ; s^n i by treating each of E0 , E1 , . . ., En as a state.
This process is repeated until InðEi Þ ¼ OutðEi Þ 6¼ ; (i.e.,
Ei ¼ InðEi Þ \ OutðEi Þ will keep unchanged) for each i, or
InðEi Þ \ Out ðEi Þ ¼ ; for some i. In case InðEi Þ ¼ OutðEi Þ 6¼
; for each i, the counterexample is a real one; otherwise, if
there exists some i such that InðEi Þ \ OutðEi Þ ¼ ;, the counterexample is a spurious one. For instance, for the counterexample in Fig. 10, we need to further check hE0 ; E1 ; E2 i as
illustrated in Fig. 12. Note that here E0 , E1 , and E2 equals to
Ins^0 \ Outs^0 ¼ fs1 ; s2 g, Ins^1 \ Outs^1 ¼ fs5 g, and Ins^2 \ Outs^2 ¼
fs6 g in Fig. 12, respectively. By computing InðEi Þ \ OutðEi Þ,
i ¼ 0, 1, or 2, it can be obtained that the counterexample is
spurious since InðEi Þ \ OutðEi Þ ¼ ; for both i ¼ 0 and 1.
The above procedure for checking whether a counterexample is spurious is intuitively illustrated in Fig. 13. For
clarity, we use Eij (j  1) as a temporal variable to record
the result of InðEij1 Þ \ OutðEij1 Þ. Here the superscript
j  0 indicates the times of the run. In the 0th run, for each
0  i  n, Ei0 is assigned with h ðs^i ; VV Þ.
Formally, a state s^i with InðEij Þ \ OutðEij Þ ¼ ; is called a
false state. Further, given a false state s^i in a counterexample
^ the set of the origins of s^i , h ðs^i ; VV Þ, is divided into three
P,
sets, D ¼ InEj (the set of dead states), B ¼ OutEj (the set of
i
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Definition 1 (Spurious Counterexamples). A (finite or infi^ in an abstract model K
^ is spurious if,
nite) counterexample P
^
and only if, there exists at least one false state in P.
To confirm the equivalence of the new definition of spurious counterexamples with the original one, the following
theorem is proved.
Theorem 1. A counterexample P is spurious if, and only if, there
exists at least one false state in P.
Proof. ): By the definitions of false states, if there exists a
false state in P, P does not exist in the concrete model.
(: If there exist no false states in P, it has E0 6¼ ;, . . .,
Ei 6¼ ;, . . ., and En 6¼ ; for each 1  i  n (by the definition of false states). Thus, for each state s 2 Ei , s is reachable from Ei1 , and can access to Eiþ1 since s is in both
InEi1
^ and OutEiþ1
^ . So, for each state in En , it is reachable
from E0 , through E0 , E1 ; . . . ; and En1 . Accordingly,
u
t
hs^0 ; s^1 ; . . . ; s^n i exists in the concrete model.

6

ALGORITHMS FOR CHECKING
SPURIOUS COUNTEREXAMPLES

Based on the new definition of spurious counterexamples,
algorithms for checking whether a counterexample is spurious are presented in this section. Generally speaking, to
check whether a counterexample is spurious can be determined by detecting the existence of false states in the path. If
a false state is found, the counterexample is spurious; otherwise, the counterexample is a real one.

bad states) and I ¼ h ðs^i ; VV Þ n ðD [ BÞ (the set of the isolated states). For instance, state ^
2 in Fig. 9 is a false state. In
2; VV Þ, i.e., f7; 8; 9g, f9g is the set of dead states, f7g the
h ð^
set of bad states, and f8g the set of isolated states. In a counterexample hs^0 ; . . . ; s^n i, suppose s^i and s^j are two false states
with Ein ¼ ; and Ejm ¼ ; (m > n), respectively. We call false
state s^i is hidden shallower than s^i . By the above procedure,
the shallowest false state is always detected if it exists.
Armed with these notations, a spurious counterexample
is formally defined below.

6.1 Detecting False States on hE0 ; . . . ; En i
By the definition of spurious counterexamples based on false
states, to check whether a counterexample is spurious, we
need to detect the false states on hE0 ; . . . ; En i, recursively.

Fig. 11. Checking spurious counterexamples.

Fig. 13. Checking spurious counterexamples.
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We first present ALGORITHM CHECKFALSE-I for checking false
states on hE0 ; . . . ; En i in one run. ALGORITHM CHECKFALSE-I
takes hE0 ; . . . ; En i as input and outputs the first detected
false state if it exists.

Algorithm 2. CHECKFALSE-I(hE0 ; . . . ; En i)
Input: hE0 ; . . . ; En i
Output: the first detected false state sf in hE0 ; . . . ; En i
1: Initialization: int i ¼ 0;
2: while i  n do
3:
if InEi \ OutEi 6¼ ;, i ¼ i þ 1;
4:
else return sf ¼ Ei ; break;
5: end while

In ALGORITHM CHECKFALSE-I, to check whether a state E^i is
a false state relies on only E^i ’s previous and next states, E^i1
and E^iþ1 ; while in ALGORITHM SPLITPATH, to check state s^i is
^ i, of s^i . Thereup to checking the whole prefix, hs^0 ; . . . ; si1
fore, compared with ALGORITHM SPLITPATH, CHECKFALSE-I can
be parallelized naturally as presented in ALGORITHM CHECKFALSE-II. Note that throughout this section, each InEi and
OutEi can be obtained, respectively, according to the definitions of Ins^i and Outs^i presented in Section 5 by treating Ei
as a state.

^
Algorithm 3. CHECKFALSE-II(P)
Input: hE0 ; . . . ; En i
n: the number of processors
k: processor id
Output: a false state sf
1: Initialization: bool c½n þ 1 ¼ f?; . . . ; ?g;
2: for k ¼ 0 to n do in parallel do
3:
if InE^k \ OutE^k ¼ ; then
4:
c½k = false; return sf ¼ s^k ;
terminate all processors;
5:
end if
6: end for

In CHECKFALSE-II, whenever a false state is detected by a
processor, all the processors will stop and the false state is
returned. That is the algorithm always reports the first
detected false state obtained by the processors. Note that a
Boolean array c½n is used to indicate whether a state in the
counterexample is a false one. Initially, for all 0  i  n, c½i
is ? (c½i is undefined). c½i ¼¼ false means state s^i is a false
state and c½i ¼¼ true indicates that state s^i will never be a
false state.

6.2 Checking Spurious Counterexamples
Based on the algorithms for detecting false states, ALGORITHM
CHECKSPURIOUS-I is presented to check whether a given
(finite) counterexample is spurious. In CHECKSPURIOUS-I,
E0 ,. . ., En are initialized by h ðs^0 ; VV Þ, . . ., h ðs^n ; VV Þ,
respectively; then CHECKFALSE-II is called recursively until
each of E0 ; . . . ; En keeps unchanged or a false state is
detected. To perform it, a Boolean array c with length n þ 1 is
utilized to record the situation of each Ei . If c½k ¼¼ ?, it
nor
means that currently neither InEk ¼ OutEk
InEk \ OutEk ¼ ;. That is Ek needs to be further updated
with InEk \ OutEk , and then InEk \ OutEk should be

Fig. 14. In and out edges.

recalculated. If c½k ¼¼ true, it indicates that Ek will keep
unchanged (s^k cannot be a false state). Any time, if
InEk \ OutEk ¼ ;, the algorithm stops and a false state is
returned. In case c½k ¼¼ true for each k, hs^0 ; . . . ; s^n i is
reported as a real counterexample.

^
Algorithm 4. CHECKSPURIOUS-I(P)
Input: hs^0 ; . . . ; s^n i
n: the number of processors
k: processor id
Output: a false state sf
1: Initialization: E0 ¼ h ðs^0 Þ; . . .; En ¼ h ðs^n Þ;
bool c½n þ 1 ¼ f?; . . . ; ?g;
2: CHECKFALSE:
3: for k ¼ 0 to n in parallel do
4:
if c½k ¼¼ ? then
5:
if InEk \ OutEk ¼ ;, then
6:
return sf ¼ s^k ; terminate all processors;
7:
end if
8:
if InEk \ OutEk ¼ Ek , then
9:
c½k ¼ true;
10:
end if
11:
if InEk \ OutEk 6¼ Ek and InEk \ OutEk 6¼ ;, then
12:
Ek ¼ InEk \ OutEk ;
13:
end if
14:
end if
15: end for
^ has no
16:
if for all 0  i  n, c½i ¼¼ true, return ”P
false states”;
17: else goto CHECKFALSE;

6.3 Algorithm for Detecting the Heaviest False State
In ALGORITHM CHECKSPURIOUS-I, the first detected false state is
always returned. Then further refinement will be done
based on the analysis of this false state. Possibly, several false
states may occur in one counterexample, so which one is
chosen to be refined is not considered. Obviously, if a false
state shared by more paths is refined, a number of model
checking iterations are hopefully to be saved in the whole
abstract-refinement loop.
Under this consideration, we will check the state shared
by more paths first. To do so, for an abstract state s^ as illustrated in Fig. 14, EInð^
sÞ and EOutð^
sÞ are defined. EInð^
sÞ
equals to the number of edges connecting to the states in
s; VV Þ from the states outside of h ð^
s; VV Þ; and EOutð^
sÞ
h ð^
is the number of edges connecting to the states out of
s; VV Þ from the states in h ð^
s; VV Þ. Accordingly,
h ð^
EInð^
sÞ  EOutð^
sÞ is the number of the paths where s^ occurs.
For convenience, we call EInð^
sÞ  EOutð^
sÞ the weight of the
abstract state s^.
In CHECKSPURIOUS-II, the counterexample is recursively
checked until each Ei keeps unchanged or is detected as a
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false state. Then the heaviest false state is returned for further
refinement. That is all the false states are found out first, and
then the heaviest one is returned.

^
Algorithm 5. CHECKSPURIOUS-II(P)
^ ¼hs^0 ; s^1 ; . . . ; s^n i in the
Input: a counterexample P
^ S^0 ; R;
^ LÞ
^ and the original
^ ¼ ðS;
LÞ,
abstract model K
model K ¼ ðS; S0 ; R; LÞ in shared memory
n: the number of processors
k: processor id
Output: a false state sf
1: Initialization: E0 ¼ h ðs^0 Þ;   ; En ¼ h ðs^n Þ;
bool c½n þ 1 ¼ f?; . . . ; ?g;
2: CHECKFALSE:
3: for k ¼ 0 to n in parallel do
4:
if c½k ¼ ? then
5:
if InEk \ OutEk ¼ ;, then
6:
c½k ¼ false;
7:
end if
8:
if InEk \ OutEk ¼ Ek , then
9:
c½k ¼ true;
10:
end if
11:
if InEk \ OutEk 6¼ Ek and InEk \ OutEk 6¼ ;, then
12:
Ek ¼ InEk \ OutEk ;
13:
end if
14:
end if
15: end for
16: if for each 0  i  n, c½i 6¼ ?, then
17:
if c½i ¼¼ true for each i then
^ has no false states”;
18:
return ”P
19:
end if
20:
if c½i ==false and s^i is the heaviest one among
the false states then
21:
return s^i ;
22:
end if
23: else
24:
goto CHECKFALSE;
25: end if

6.4 Checking Infinite Counterexamples
A counterexample may be an infinite path hs0 ; s1 ; . . . ;
ðsi ; . . . ; sj Þv i, 0  i  j, with a loop suffix. In this case, we
need only to check its complete finite prefix (CFP)
hs0 ; s1 ; . . . ; si ; . . . ; sj i since whether a state si is a false state
only relies on its previous and next states. Note that CFP of
an infinite path P, CFP ðPÞ, is defined by the finite prefix of
P such that each state in P occurs exactly one time in
CFP ðPÞ.
Formally, ALGORITHM CHECKLOOP is presented to check
whether a given infinite counterexample is spurious. The
algorithm is obtained by utilizing the CFP of the infinite
counterexample to initialize E0 ; . . . ; En in ALGORITHM CHECKSPURIOUS-I (or ALGORITHM CHECKSPURIOUS-II). Note that in the
CFP hs0 ; s1 ; . . . ; si ; . . . ; sj i of an infinite counterexample hs0 ;
s1 ; . . . ; ðsi ; . . . ; sj Þv i, Ins^k and Outs^k can be computed as discussed in Section 5 for each state s^k , 0  k  j, except for
Outs^j of the last state s^j since the successor state of s^j is s^i .
S1
i
As a result, Outs^i ¼
i¼0 Outs^i where,
Out0s^j
Out1s^j
Outns^j
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6.5 Discussion
Compared with ALGORITHM SPLITPATH and SPLITLOOP for
detecting failure states, to check whether a state is a false state
by ALGORITHM CHECKSPURIOUS and CHECKLOOP relies on only
the previous and direct successor states. Thus when dealing
with infinite counterexamples by ALGORITHM CHECKLOOP, the
finite prefix to be checked is polynomially shorter than the
one dealt with by ALGORITHM SPLITLOOP. That is, given an
infinite counterexample, by ALGORITHM CHECKLOOP, the
number of the states to be analyzed will be polynomial less
than the one to be considered by ALGORITHM SPLITLOOP. Further, for the finite counterexamples, by ALGORITHM CHECKSPURIOUS, in each iteration, E0 , E1 ; . . . ; En , are checked in
parallel while by ALGORITHM SPLITPATH, each state is checked
sequentially. Moreover, the algorithms analyze each state in
the counterexample gradually by considering its previous
and next states. Thus, some false states that are hidden shallower will be detected earlier, and lots of iterations can be
avoided in practice. Finally, the heaviest false state can be
used for refinement to reduce the number of the abstractrefinement iterations in CEGAR method.
^
Algorithm 6. CHECKLOOP(P)
^ ¼ hs0 ; s1 ; . . . ; ðsm ; . . . ; sn Þv i
Input: P
n: the number of processors
k: processor id
Output: a false state sf
1: Initialization: E0 ¼ h ðs^0 Þ; . . .; En ¼ h ðs^n Þ;
bool c½n þ 1 ¼ f?;   ; ?g;
2: CHECKFALSE:
3: for k ¼ 0 to n in parallel do
4:
if c½k ¼¼ ? then
5:
if InEk \ OutEk ¼ ;, then
6:
return sf ¼ s^k ; terminate all processors;
7:
end if
8:
if InEk \ OutEk ¼ Ek , then
9:
c½k ¼ true;
10:
end if
11:
if InEk \ OutEk 6¼ Ek and InEk \ OutEk 6¼ ;, then
12:
Ek ¼ InEk \ OutEk ;
13:
end if
14:
end if
15: end for
^ has no
16:
if for all 0  i  n, c½i ¼¼ true, return P
false states;
17: else goto CHECKFALSE;

7

REFINEMENT OF ABSTRACT MODELS

When a false state and the corresponding sets D, B and I (the
set of dead states, bad states and isolated states, respectively)
are reported by Algorithm CHECKSPURIOUS, we need to further
refine the abstract model such that D and B are separated
into different abstract states. This can be achieved by making
a set of invisible variables, U  VI , visible [9] again. With this
method, to find the coarsest refined model is NP-hard. Further, to keep the size of the refined model smaller, it is important to make U as small as possible. However, to find the
¼ fs j s 2 h ðs^j ; VV Þ; s0 2 h ðs^i ; VV Þ and ðs; s0 Þ 2 Rg smallest U is also NP-hard [14]. Motivated by this, a new
¼ fs j s 2 h ðs^j ; VV Þ; s0 2 Out0s^j and ðs; s0 Þ 2 Rg
refinement approach is proposed by adding extra Boolean

variables to the set of visible variables. With this approach,
¼ fs j s 2 h ðs^j ; VV Þ; s0 2 Outn1
and ðs; s0 Þ 2 Rg:
not only the NP-hard problem can be avoided, but also a
s^j
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Fig. 15. A false state.

coarser refined abstract model is obtained. The basic idea for
the refining algorithm is discussed below.

7.1 Refining Algorithm
We assume that a false state is found with D ¼ fs1 ; s2 g,
B ¼ fs4 g and I ¼ fs3 ; s5 g as illustrated in Fig. 15 where the
abstract model is obtained by making Vv1 and Vv2 visible
and other variables invisible. To make D and B separated
into two abstract states, an extra Boolean variable B is
added to the system with the valuation being 0 at the states
in D, 1 at the state in B, and ? at the states in I and other
states. That is, s1 ðBÞ ¼ 0, s2 ðBÞ ¼ 0, s4 ðBÞ ¼ 1, and
si ðBÞ ¼ ? where si 2 S and i 6¼ 1, 2, or 4. Subsequently, by
making VV0 ¼ VV [ fBg and VI0 ¼ VI , the false state is separated into three states in the refined abstract model as illustrated in Fig. 16.
Note that, only the false state is separated into three
states, and other states are the same as in the abstract
model. Especially, when I ¼ ;, the false state is separated
into two new states.
Algorithm 7. REFINEðK; D; B; I ; BÞ
Input: the abstract model K ¼ ðS; S0 ; R; LÞ with VV being visible; D, B and I reported by Algorithm CHECKSPURIOUS; and the
new added boolean variable B
^ S^0 ; R;
^ ¼ ðS;
^ LÞ
^
Output: the refined model K
1: sðBÞ ¼ 0 if s 2 B; sðBÞ ¼ 1 if s 2 D; sðBÞ ¼ ? if s 62 D [ B;
^ j there exists s 2 S such that hðs; VV [ BÞ ¼ s^g;
2: S^ ¼ f^
s2S
3: S^0 ¼ f^
s 2 S^ j there exists s 2 S0 such that hðs; VV [ BÞ ¼ s^g;
^ and there exist s1 ; s2 2 S such that
^ ¼ fðs^1 ; s^2 Þ j s^1 ; s^2 2 S;
4: R
hðs1 ; VV S
[ BÞ ¼ s^1 ; hðs2 ; VV [ BÞ ¼ s^2 andðs1 ; s2 Þ 2 Rg;
5: Lð^
sÞ ¼
s2S;hðs;VV [BÞ¼^
s LðsÞ;
^ S^0 ; R;
^ ¼ ðS;
^ LÞ;
^
6: return K

Therefore, given a false state si (as well as D, B and I) in
the abstract model K ¼ ðS; S0 ; R; LÞ where S  S ¼ Sv1 
    Svn and VV ¼ fv1 ; . . . ; vn g, to obtain the abstract
^ S^0 ; R;
^ ¼ ðS;
^ LÞ,
^ a Boolean variable B is added as a
model K

Fig. 16. Refined abstract states.

Fig. 17. Abstraction by making x2 and x3 invisible.

visible variable with sðBÞ ¼ 0 if s 2 D, sðBÞ ¼ 1 if s 2 B,
and sðBÞ ¼ ? if s 62 ðD [ BÞ. Thus, the set of all possible
^ ¼ S  SB ,
states in the refined abstract model will be S
where SB ¼ fB ¼ d j d 2 f0; 1; ?gg. Accordingly, the
^ S^0 ; R;
^ ¼ ðS;
^ LÞ
^ can be obtained by
refined abstract model K
Algorithm REFINE.

7.2 Discussion
It can be observed that the new refinement algorithm is linear in the size of the state space, since it only needs to assign
value to the new added Boolean variable at each state. Further, in each iteration of the abstraction-refinement loop, at
most two more states are added (only one node is added
when I is empty). Recall that in the approach by choosing a
set of invisible variables to be visible again, to find the set
which leads to a minimal refinement is NP hard. Further,
even though such a set of variables is found, the refined
model may be unbelievably large since lots of non-false
nodes (usually a huge number of nodes in the real systems
in practice) will also be separated. With our approach by
adding new Boolean variables, not only the NP hard problem for finding the minimal set of variables is avoided, but
also a coarser refined model is obtained.
To illustrate the intrinsic property of the new refining
algorithm, a simple example is given below.
Example 5. The Kripke structure illustrated in the l.h.s of
Fig. 17(1) presents an original model where three variables x1 , x2 and x3 are involved. We assume that x2 and x3
are insensitive to the property which is expressed in a
temporal logic formula. Thus, by making x2 and x3 invisible, the abstract model can be obtained by Algorithm
ABSTRACT as illustrated in the r.h.s of Fig. 17(1).
Suppose that a counterexample is found by a model
checker as depicted in Fig. 17(2). Then, by Algorithm
CHECKSPURIOUS, it will report that s^2 is a false state, and
D ¼ fs3 g, B ¼ fs4 g. First, we show the refined abstract
models by the method in the related works [9], [25]. The
refined abstract model obtained by making x2 and x3 visible are illustrated in Figs. 18 and 19, respectively. It can be
observed that the one by making x3 visible is the smallest
refined model under the method by making some invisible
variables visible. Clearly, to find out the coarsest refined
model, in this way, is an NP-hard problem.

1216

IEEE TRANSACTIONS ON SOFTWARE ENGINEERING,

VOL. 40,

NO. 12,

DECEMBER 2014

Fig. 20. Refinement by the new algorithm.

8
Fig. 18. Refinement by the old algorithm.

By our method, as depicted in Fig. 20, a new Boolean
variable B is added to the system and made visible. Then
the refined abstract model is obtained where only the false
state is separated into two states with other states
unchanged. Obviously, the new refining algorithm avoids
the NP-hard problem for finding the smallest set of visible
variables. Moreover, the new refined abstract model is
smaller than the best result produced in the method by
further making some invisible variables visible.
It can be observed that the refined model obtained by
Algorithm REFINE is not the smallest one. And the smallest
refined abstract model can be easily obtained by assigning
the new added variable B by 0 or 1 at the states in I , i.e., the
false state is separated into D [ I and B, or D and B [ I . This
is intuitively presented in Fig. 21. Compared to Algorithm
REFINE, only one state is saved in the refinement. However,
possibly, more iterations will be introduced into the abstractrefinement loop since D [ I or B [ I may be found as a false
state further.

Fig. 19. Refinement by the old algorithm.

IMPROVED ABSTRACTION-REFINEMENT LOOP

We first show the abstract model checking framework
consisting of new algorithms for the spurious counterexample checking and abstract model refinement. Then we
analyze the advantages of the new counter-example
guided abstraction-refinement method.

8.1 Abstract Model Checking Framework with
New Algorithms
With the newly proposed algorithms, the abstract model
checking framework is presented. First, the abstract model
is obtained by Algorithm ABSTRACT. Then a model checker is
employed to check whether the desired property is valid on
the abstract model. If no errors are found, the model is correct. However, if a counterexample is reported, it is checked
by Algorithms CHECKSPURIOUS. If the counterexample is not
spurious, it is a real counterexample that violates the system; otherwise, the counterexample is spurious, and Algorithm REFINE is used to refine the abstract model by adding a
new visible Boolean variable B to the system. Then the
refined abstract model is checked with the model checker
again until either a real counterexample is found or the
model to be checked is correct. This process is formally
described in ALGORITHM ABSTRACTMC where a subscript i,
initialized as 1, is used to identify different Boolean variables that are added to the system in each refinement process. After each iteration of the Algorithm REFINE, i is
increased by 1. Basically, finitely many Boolean variables
will be added in case the systems to be verified with model
checking are finite systems.

Fig. 21. Smallest refinement.
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are illustrated. Moreover, the abstract model can be
refined by both the old and new algorithms, and the
results are illustrated, respectively.

Fig. 22. Components in G-CEGAR.

Algorithm 8. ABSTRACTMC
Input: A model K ¼ ðS; S0 ; R; LÞ in Kripke structure, and a
desired property f in temporal logic
Output: a counterexample that violates f
1: Initialization: int i ¼ 1;
^ ¼ ABSTRACTðK; VI Þ;
2: K
^ fÞ;
3: MCðK;
^ is found do
4: while a counterexample P
^
5:
CHECKSPURIOUSðPÞ;
^ is a real counterexample, return P;
^ break;
6:
if P
^ ¼REFINEðK;
^ D; B; I ; Bi Þ; i ¼ i þ 1; MCðK;
^ fÞ;
7:
else K
8: end while
9: if no counterexample is found, f is valid on K.

8.2 A General CEGAR Tookit
To evaluate the improved abstraction-refinement loop, we
implemented a general CEGAR tookit named G-CEGAR4
where both the newly proposed and the existing algorithms
are integrated in.
8.2.1 G-CEGAR
As sketched in Fig. 22, G-CEGAR contains two phases: spurious counterexample checking and abstract model refinement. At each phase, both the newly proposed algorithms
and the existing algorithms are developed. That is, to
check whether a finite (infinite) counterexample is spurious
in G-CEGAR, we can choose either ALGORITHM SPLITPATH
(SPLITLOOP) or ALGORITHM CHECKSPURIOUS (CHECKLOOP), and
to refine an abstract model, we can use either the approach
via selecting invisible variables to be visible or the one by
adding extra Boolean variables to the existing model. To
evaluate the tool in general, we randomly generate original
models by providing the numbers of states and transitions,
and achieve the abstract models by providing the set of
insensitive variables.
Fig. 23 illustrates the interface of G-CEGAR. First, to
generate the original model with the expected size, the
numbers of states, relations as well as the variables
involved in the original model are required. Then an original model will be produced randomly when “Original
Model” button is clicked. Further, by inputting the invisible variables, an abstract model will be created. The original and the abstract model can be illustrated as .png
figures. On the created abstract model, a counterexample
can be picked randomly, and checked by ALGORITHM
SPLITPATH and ALGORITHM CHECKSPURIOUS, respectively. The
time consumed as well as the false or failure state detected
4. http://web.xidian.edu.cn/ctian/files/20130913_093656.zip

8.2.2 Model Generator
Providing the size (numbers of states and transitions) of
the expected original model as well as the sets of variables
and insensitive variables, model generator will randomly
creates an original model and achieves the abstract model
by making the insensitive variables invisible. We use
Graphviz 2.28 [19] to display the generated models.
Fig. 24 shows a randomly generated model with 80 states,
160 transitions, and six variables. We present just this
small example model here since for big ones containing
several thousands of states the graphs look unclear. Each
state in Fig. 24 is uniquely named by an integer and the
states in pink mean initial states. Fig. 25 illustrates the
abstract model obtained by making three of the six variables invisible. As we can see, several states in the original
model are merged into one and the state space is largely
reduced (25 states and 55 transitions). The details about
the abstraction is also depicted in Fig. 26 where each rectangle denotes a state in the abstract model and the circles
inside denote the states in the original model which are
merged as the abstract one.
8.2.3 Spurious Counterexample Checker
The spurious counterexample checker contains both
ALGORITHM SPURIOUSCHECK and SPLITPATH. We select a path
(i.e., counterexample) randomly in the abstract model and
implement it by CHECKSPURIOUS and SPLITPATH, respectively.
8.2.4 Refinement
The refinement process consists of both the newly proposed refinement algorithm based on false states via adding extra Boolean variables and the existing approach in
CEGAR concerning about failure states by selecting a set
of invisible variables to be visible. To find the smallest
refinement model via selecting a set of invisible variables
to be visible, we need to try all the possible sets of invisible variables such that the failure state can be separated
and then the smallest refinement model can be found out.
In contrast, to refine the abstract model by the newly proposed algorithm, i.e., adding new Boolean variables into
the model, we just need to add a new Boolean variable b
to each state s in the model where sðbÞ ¼ 0 if s is a dead
state (s 2 D), sðbÞ ¼ 1 if s is a bad state (s 2 B), and
sðbÞ ¼ ? otherwise.
8.3 Experiments
Experiments in this section are performed on 4-core PC. We
randomly generate five models with size ðs; t; vÞ being ð10;
50; 2Þ; ð50; 1;250; 4Þ; ð100; 5;000; 8Þ; ð500; 12;5000; 16Þ; ð1;000;
500;000; 32Þ; ð5;000; 13;000;000; 64Þ; ð10;000; 50;000;000; 128Þ,
and ð50; 000, 180; 000; 000, 256Þ, respectively. Here s means
the number of states, t the number of transitions, and v the
number of variables in the original model. By making half
of the variables occurring in a model invisible, the abstract
models are obtained. We select a counterexample in each of
the abstract models at random. Subsequently, ALGORITHM
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Fig. 23. Interface of G-CEGAR.

CHECKSPURIOUS and REFINE(NEW) are compared with Algorithm SPLITPATH and REFINE(OLD), respectively. The experimental data are recorded in Table 1. It can be seen that, to
check spurious counterexamples, in case the scale of the
model is small, because of the expense in creating and
destroying threads, the merit of parallel algorithms is not
obvious. However, as the scale of the model grows, the
advantages of the new algorithm turn out to be evident. The
curves depicting the time consumed by the two algorithms
on different models are presented in Fig. 27. To refine the
abstract models for eliminating spurious counterexamples,
the new refining algorithm performs obviously more efficient than the old one since compared with the old refining
algorithm, the NP-hard state separation problem is avoid in
the new refining algorithm. In addition, the refined models
obtained by the new refining algorithm are apparently
smaller than the ones obtained by the old algorithm. Note
that for the models with size being ð10;000; 50;000;000; 128Þ
and ð50;000; 180;000;000; 256Þ, by the old refining algorithm,
the smallest refined models cannot be achieved within
24 hours. Comparing results between old and new algorithms are illustrated in Fig. 28 where the upper one compares the time consumed and the lower one compares the
size of the refined models achieved by the old and the new
refining algorithms, respectively.

Fig. 24. A randomly generated original model.

Fig. 25. Abstract model.
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properties expressible in LTL formulas can also be verified
to improve the reliability of programs. In what follows,
when CPAChecker is mentioned, it denotes CPAChecker
with our LTL model checking module. Note that in [28]
CPAChecker with LTL model checking module, the spurious counter-example detecting and abstract model refinement modules of the original CPAChecker were kept
without any modification.

Fig. 26. Details about the abstract model.

9

IMPLEMENTATION IN CPACHECKER

We have applied G-CEGAR in software model checker
CPAchecker [26], [27] where the lazy abstraction [13]
approach is utilized.

9.1 Principles in CPAChecker
With CPAChecker, safety properties of C programs can be
verified by inserting error states in the programs in advance
and then checking reachability of the error states. To do so,
a small set of predicates are chosen to obtain an abstract
model (presented as an abstract reachability graph (ARG) of
which the states represent truth assignments for the chosen
predicates) of the given program. Actually, an empty set of
predicates are often utilized to achieve the initial ARG.
Thus, the error state is certainly reachable that leads to a
counterexample. Next, whether or not the counterexample
is spurious is evaluated and more predicates are recommended for a more precise abstract model (refined model)
in case the counterexample is spurious. The process is
repeated until no counterexamples are reported or a real
counterexample is found.
In our previous work [28], we have integrated the verification of properties of C programs expressible in linear
temporal logic (LTL) within CPAChecker, such that (1)
error states are saved to be inserted in the program in
advance; (2) in addition to safety properties, other

9.2 CPAChecker with G-CEGAR
To implement our spurious counterexample detection and
abstract model refinement algorithms within CPAChecker,
we first build a set of candidate predicates consisting of all
the assume predicates appearing in the given program to
achieve the original model (actually still an abstract model).
As shown in Fig. 29, given a program in C language, the
original model of the program is first achieved by considering the set of all candidate predicates in the program. The
state space is expressed as an ARG which we called ARG0
for convenience. Next, with respect to the desired property
specified by an LTL formula P , we check whether or not P
is valid on the abstraction of the program by considering
only the predicates appearing in formula P . As a result, if P
is valid on the abstraction of the program, CPAChecker
returns that no executions of the program violate the
desired property. Otherwise, a counterexample is reported
and Algorithm CHECKSPURIOUS (or CHECKLOOP) is utilized to
check whether the reported counterexample is spurious. If
the counterexample exists in ARG0 , it is reported as a real
counterexample. Otherwise, the new abstract model refinement algorithm is utilized to refine the abstract model. Then
the process is repeated until no counterexamples are found
or a real counterexample is reported.
We utilize the example program Example.c in Fig. 30 to
illustrate how the new CPAChecker works in practice. Note
that this program was presented in [29] originally to show
how CPAChecker or BLAST works. Exmaple.c consists of
three functions. Function altInit contains three formal
parameters: size, pval1, and pval2. It allocates and initializes a global array a. The size of the allocated array is
given by size. The array is initialized with an alternating
sequence of two values, pointed to by the pointers pval1
and pval2. In case the initialization is completed, the last
value of the sequence is returned to the caller. Function
main is a simple test driver for function altInit. It reads
an integer number from standard input and ensures that it
gets a value greater than zero. Then it calls function altInit with the read value as parameter for the size as well as
for the two initial values. Finally, function myscanf models
arbitrary user input by returning a random integer value.
Prior to dereferencing pointer variable pval in line 22, we
care about whether pval is a null pointer to which no memory address has been allocated.
We first build the original model ARG0 of Example.
c. Next we choose in CPAChecker that we want to
check whether pointer variable ptr defined in function
altInit is dereferenced in case it is NULL. As a result,
an LTL formula
uðraltInit:ptr ! daltInit:ptr Þ;
t
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TABLE 1
Results of Experiment
Original Models
Abstract Models
SPLITPATH
CHECKSPURIOUS
States/Trans
Variables Invisible
States
5 models Average 5 Models Average
(number)
(number) (number) (number)
(ms)
(ms)
(ms)
(ms)

10/50

2

1

6

50/1250

4

2

34

100/5000

8

4

95

500/125000

16

8

216

1000/5105

32

16

334

5000/13106

64

32

455

104 /5107

128

64

477

5104 /18107

256

128

496

2
3
3
2
2
2
3
2
3
3
3
3
3
4
3
4
6
4
4
5
5
6
6
8
5
16
13
15
15
15
61
50
50
45
41
192
151
218
201
112

2.4

2.6

3.2

4.6

6

14.8

49.4

174.8

that specifies the desired property “whenever the pointer
variable ptr is dereferenced, prt!¼NULL holds” is formalized automatically in CPAChecker. Here raltInit:ptr is a

Fig. 27. Comparation between Algorithm CheckSpurious and SplitPath.

4
4
4
5
5
5
6
4
5
5
4
4
4
4
5
4
5
5
5
6
5
17
8
4
4
10
43
5
13
13
45
64
34
42
4
51
53
89
42
57

REFINE(OLD)
REFINE(NEW)
Time
States
Time
States
(ms)
(number) (ms) (number)

4.4

16

10

1

7

5

31

50

1

35

4.2

171

100

16

96

5

13797

315

218

217

7.6

109724

584

301

335

16.8

115329

1749

2946

456

37.8

-

-

3313

478

58.4

-

-

5017

497

predicate that holds only at the location where pointer variable ptr is dereferenced and daltInit:ptr holds in case prt!¼
NULL.
Subsequently, CPAChecker checks whether the LTL formula t
uðraltInit:ptr ! daltInit:ptr Þ is valid on the ARG of the program by considering only the predicates appearing in
uðraltInit:ptr ! daltInit:ptr Þ, i.e., raltInit:ptr and daltInit:ptr . As
t
shown in Fig. 31, a counterexample that violates the property is found since on node 139@N4, the pointer
ptr==NULL is dereferenced. However, as shown in Fig. 30,
whether or not ptr is dereferenced in case it is null in line
22 depends on whether condition i < size (in line 14) of the
while loop holds. From line 13, it can be obtained that i
equals to 0. The value of size depends on argument *pval
of Function altInit’s the first parameter. As known from
line 30 to 33 in the while loop, *pval must be an integer
larger than 0. Thereby, the condition ptr¼¼0 in line 22 will
never hold. Hence, the dereference of the pointer variable
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Fig. 30. Example program.

not dereferenced in case it is NULL”. How this program
can be verified in the original CPAChecker or BLAST can
be found in [29].

Fig. 28. Comparation between new and old algorithms.

9.3 Preliminary Experiments
We compare CPAChecker and CPAChecker with G-CEGAR
on the 17 programs in package ldv-linux-3.4-simple of
the benchmark verification tasks of software verification
(http://sv-comp.sosy-lab.org/2014/benchmarks.php). As
shown in Fig. 33, the horizontal axis shows the 17 different
programs in ldv-linux-3.4-simple while the vertical axis

ptr in line 23 is safe. So the reported counterexample
should be spurious actually.
Next, the above counterexample is mapped to the original model obtained earlier to check whether it is spurious.
The middle of Fig. 32 shows part of the counterexample in
Fig. 31 while the right side illustrates its mapping in the
original model. Note that in the original model, the nodes
where dotted edges connecting to are unreachable actually. It can be seen that 95@N18 and 169@N18, 97@N19
and 171@N9, and 100@N21 and 174@N21 in the original
model are abstracted as 77@N18, 79@N19, and 82@N21,
respectively, in the counterexample (abstract model).
Obviously, 79@N19 in the counterexample cannot reach
82@N21 in fact. Thus, the counterexample is spurious
which is refined further as shown in the left side of Fig. 31.
Since there are no other counterexamples reported in the
abstract model, it turns out that “pointer variable ptr is

Fig. 29. Implementation in CPAChecker.

Fig. 31. Verification result.

1222

IEEE TRANSACTIONS ON SOFTWARE ENGINEERING,

VOL. 40,

NO. 12,

DECEMBER 2014

Fig. 32. Refinement.

presents time (ms) consumed by both the two tools on the 17
programs for checking whether each pointer variable occurring in the program is dereferenced in case it is null. It
shows that CPAChecker with G-CEGAR performs better
than CPAChecker on nearly most of the programs. Note
that logarithmic scaling is utilized on the vertical axis in
Fig. 33. A preliminary consequence is achieved that the
more iterations of abstraction-refinement process involved,
the better CPAChecker with G-CEGAR will perform than
CPAChecker. As an archetype example, to check out nullpointer dereference of pointer variable ab8500 ponkey probe::
pdev in program 43 1a cilled true ok nondet linux-43 1a-drivers–input–misc–ab8500-ponkey.ko-ldv_main0 sequence infinite with check_stateful.cil.out.c, CPAChecker takes 285560 ms
while CPAChecker with G-CEGAR takes only 1502 ms.

10

CONCLUSION

Based on formal analysis of spurious paths, new approaches
for detecting spurious counterexamples as well as refining
the abstract model are presented in this paper. With the

Fig. 33. Experiments with CPAChecker.

new algorithms, to check whether an infinite counterexample is spurious, the polynomial number of unwinding of the
loop is avoided. That is, the finite prefix to be checked will
be polynomially shorter than the one checked by the existing algorithm. Besides, for a given finite counterexample,
the new algorithms still perform well due to two reasons:
(1) the algorithm is parallelized in each run for detecting
false states; (2) the shallowest false state is always detected
such that a number of iterations in the algorithm will be
avoided in practice. Further, with refining approach by adding extra Boolean variables to the abstract model, not only
the NP-hard state separation problem can be avoided, but
also a smaller refined abstract model can be obtained. We
have developed a general CEGAR tookit, G-CEGAR, where
both the newly proposed and the existing algorithms are
implemented. Experimental results show that the new algorithms perform well in practice.
We have also implemented G-CEGAR within
CPAChecker. Preliminary experiments on benchmark verification tasks of software verification show that the
improved CPAChecker performs well in practice.
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